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Introduction

The New Mexico Administrative Office of the Court (AOC)'s Pretrial Support Navigator (PSN) screening
tool is a brief, 12-item tool that pretrial services officers administer during pretrial services intake for
defendants ordered to supervision to identify those who would benefit from referral to a Pretrial Support
Navigator. Items cover substance use, mental health history, depression, suicidality, psychosis, trauma,
housing, transportation, and employment. Each clinical item is scored 2 points for a "Yes," each social-
determinant item is scored 1 point, and a defendant becomes eligible for navigator services at a score of
14 or above out of a 23-point maximum. The first pilot site went live in March 2026, with AOC hiring
and training navigators for a phased statewide rollout.

In this report, we examine the PSN tool as an instrument. We set aside broader questions about the
navigator program model and focus on three questions more narrowly focused on the tool's potential
performance and eligibility criteria: 1) whether each item is empirically well grounded, 2) whether the
two-to-one weighting of clinical to social-determinant items is defensible, and 3) whether the 14-point
eligibility cutoff sits in a sensible place on the score distribution.

We note that all quantitative content presented in this report is, at this stage, data-less. Our analyses rely
on the published screening literature, on conceptual analysis of the PSN scoring rule itself, and on a
simulation analysis that brackets plausible eligibility rates across a range of populations. As of June 2026,
we have not received PSN screening records, so the numbers in this brief should not be read as estimates
of the tool's actual performance in New Mexico.

Our report is centered around four questions: how the tool is scored and what it takes to reach 14 points;
how many defendants are likely to qualify for the navigation program under a range of assumptions; what
measurement concerns the instrument raises; and what all of this means for the program going forward.

The PSN Tool and How It Scores

In Table 1, we list the items on the PSN tool, their domains, and their point values. The nine clinical items
(Q1 through Q9) contribute up to 18 points; the four social-determinant items (Q10, Q10a, Q11, Q12a)
contribute up to 5 points. Q12 is a skip question routed to Q12a and is not scored on its own.

Table 1. PSN Items, Domains, and Point Values

# Item Domain Points (Yes)

1 Preoccupied with Substance use 2
alcohol/drug use (past year)

2 Problems from alcohol/drug | Substance use 2
use and kept using

3 Wants help with substance Substance use 2
use

4 Ever diagnosed with a MH history 2
mental health condition

5 Serious depression Depression 2
symptoms (past year)

6 Thoughts of self-harm (past Suicidality 2
year)




7 Attempted suicide (past Suicidality 2

year)

8 Heard/saw things others Psychosis 2
could not (past year)

9 Trauma with intrusive PTSD 2
nightmares/anxiety

10 Homeless in last 12 months Housing 1

10a Currently homeless Housing 2

11 Reliable transportation (No = | Transport 1 (for No)
1 pt)

12 Have a job Employment 0

12a If not, wants a job Employment 1

With no social determinant points, a defendant needs at least seven of the nine clinical items endorsed to
reach 14 (7 x 2 = 14). With the maximum five social-determinant points, the defendant still needs at least
five clinical items endorsed (5 % 2 + 5 = 15). Social-determinant items alone cannot make a defendant
eligible: they max out at five points combined. Stated differently, every PSN-eligible defendant endorses
at least five clinical symptoms. Because of this, the current version of the PSN tool functions more like a
clinical-severity screener, with sensitivity to housing, transportation, and employment instability, rather
than as a balanced needs index.

The location of 14 on the score distribution cannot be determined precisely without pilot data. However,
as a reference point, if every item had an independent 50% chance of endorsement, the average score
would be 11.5 (standard deviation ~3.3), and a defendant scoring 14 would fall just inside the upper
quartile (approximately the 78" percentile under a normal approximation); the PSN would flag roughly
the top one-fifth to one-quarter of that hypothetical distribution for program eligibility. Real pretrial-
supervision intake populations are likely to differ substantially from this hypothetical case, however.
Substance-use items tend to be endorsed at much higher rates than psychosis or past-year suicide attempt,
and items within a domain (e.g., not having a job and being without transportation) tend to correlate with
each other, which violates the independence assumption. We return to this discussion in more detail in the
Simulation Results section of the report, which brackets the likely position of 14 across three different
population scenarios.

Simulation Results

Our simulation builds three hypothetical pretrial-supervision intake populations to bracket what AOC
sites might see when PSN data start arriving. The low-prevalence population represents a broad pretrial-
release docket where most defendants do not have serious behavioral-health needs. The mid-prevalence
population represents a more typical mix of urban-area pretrial-supervision intake, with moderate rates of
substance-use and mental-health symptoms. The high-prevalence population represents a high-acuity
urban docket where co-occurring substance-use and mental-health disorders are common. For each
population, we set how often each of the 13 scored items is likely to be answered "Yes," based on
published jail and booking studies (Steadman et al., 2009; Abram & Teplin, 1991; Greenberg &
Rosenheck, 2008; Prins, 2014; Peters et al., 2015; U.S. Department of Housing and Urban Development



[HUD] point-in-time counts, 2023; Bureau of Justice Statistics [BJS] Indicators of Mental Health
Problems in Prisons and Jails, 2017). The rates are illustrative inputs, not New Mexico estimates.

For each population, we generate 50,000 hypothetical defendants and score them under two assumptions.
Under the first, every item on the PSN tool is treated as if it is independent of the others, as if each answer
were a separate coin flip. We know this is unlikely to hold in the sample data, since related symptoms
tend to occur in the same people, but it gives us a useful lower bound to compare the data against. Under
the second, more realistic assumption, items within a domain are correlated, and behavioral-health needs
are modestly correlated with social instability. Stated differently, a defendant who reports one mental-
health problem is more likely to report another, and a defendant with serious behavioral-health needs is
somewhat more likely to also struggle with housing, transportation, or employment.

We calibrate item intercorrelations against published psychometric evidence for the screening instruments
underlying the PSN. The mental-health cluster is consistent with PHQ-9 internal consistency reported by
Kroenke et al. (Cronbach’s alpha .86 to .89), and the PTSD item is broadly consistent with PC-PTSD-5
studies reporting internal consistency around .80. The homelessness and behavioral-health overlap is
supported by jail studies showing substantial co-occurrence of homelessness, mental disorder, and
substance-related disorder, including McNiel et al. (2005), which found that 78% of homeless inmates
with severe mental disorder had co-occurring substance-related disorders. The remaining cross-domain
correlations, such as between psychosis and other symptom domains, are modeled more conservatively as
weak or near-zero associations unless the data suggest otherwise.

These calibration choices produce a sensible pattern of inter-item correlations when the simulation runs.
Items inside the same domain (i.e., the three substance-use items, the two mental-health-affective items,
the two homelessness items, and the suicidality pair) end up correlated in the 0.28 to 0.40 range, which is
roughly the strength of association one would expect from looking at validated parallel instruments. Items
across domains (e.g., a substance-use item and a housing item) are only weakly correlated, averaging
around 0.04. The psychosis item correlates modestly with the other clinical items (averaging about 0.10),
reflecting the dual-diagnosis evidence that psychotic symptoms co-occur with substance use, mood
symptoms, and housing instability in jail samples (Greenberg & Rosenheck, 2008). We present the full
simulated inter-item correlation matrix in the Appendix (Table A3), alongside published comparison
numbers from AUDIT-C, PHQ-9, PC-PTSD-5, and GAIN-SS validation work that anchor each cluster.
The real correlation pattern of PSN items will be estimated directly from the pilot data; the simulation is
meant to bracket the plausible range, not predict a specific number.

What the Simulation Shows

Figure 1 compares two versions of the simulation. The grey outline is the unrealistic "coin-flip" version,
where each item on the PSN is treated as unrelated to the others. Under that version, almost no one
reaches 14, even in the high-need population, because hitting 14 takes several "Yes" answers at once, and
those rarely line up by chance. The filled bars represent the more realistic version, with inter-item
correlations derived from the existing literature and scales, where known. Here, most defendants score
toward the low end, and fewer score high, but a meaningful number clear 14 in the mid- and high-need
populations. At the current 14-point cutoff, the proportion who would qualify for the navigator program is
approximately 0.6 percent in the low-need population, about 4 percent in the mid-range population, and
roughly 14 percent in the high-need population. These headline figures depend on the assumed item
endorsement rates in Table Al. Perturbing those rates by £25 percent shifts the mid-prevalence eligibility



figure by several percentage points and the high-prevalence figure by roughly five percentage points; the
qualitative ordering (low < mid < high) is robust, but the specific percentages should be read as a
planning bracket rather than a forecast.

Figure 1. Simulated PSN Score Distributions Under Three Prevalence Scenarios

Where simulated PSN scores land, by population
Bars: realistic (correlated-item) model - grey outline: independent-item lower bound - red line: 14-point cutoff
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Illustrative simulation, not New Mexico data. N = 50,000 per population. Reference lines at 12 and 16 (dotted).

Note: Filled bars: hierarchical model. Outlines: independent-item lower-bound stress test. Red dashed line marks the current 14-
point cutoff; grey dotted lines mark alternatives at 12 and 16.

Figure 2 carries the clearest implication for capacity planning. At the current 14-point cutoff, simulated
eligibility ranges from near zero in the low-prevalence scenario to around 14 percent in the high-
prevalence scenario. Moving the cutoff from 14 down to 12 roughly doubles the mid-prevalence eligible
pool. The cutoff is at least as much a capacity decision as it is a statistical one.



Figure 2. Proportion of Simulated Defendants Eligible At Each Possible Cutoff
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Figure 3. Assumed Item Endorsement Rates By Scenario

Assumed share answering "Yes," by item and population
Each dot is the assumed endorsement rate; the grey bar shows the low-to-high spread
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Illustrative inputs, not New Mexico estimates. Items grouped by domain and ordered by the mid-prevalence rate.

Note: Each dot is the hypothetical share of defendants in that scenario who would answer "Yes" to that item.
Concerns with the Tool

In this section, we outline the measurement concerns we identified during our review of the PSN tool.
They fall into three groups: how the individual items are written; how the items are weighted and
combined into a single score (specifically, the per-item two-to-one weighting and, more consequentially,
the five-point ceiling on the social-determinant subscale against an 18-point clinical ceiling, which is
what actually drives the structural result that social need cannot produce eligibility on its own); and what
it does and does not mean that many of PSN’s items are borrowed from established screeners. None of
these concerns is disqualifying, and several are common in first-generation, locally developed tools, but
each introduces the potential for measurement error or interpretive ambiguity that AOC should weigh
before treating the tool as settled.

Issues from the Survey Methodology Literature

Several PSN items depart from standard item-writing guidance in ways that make a “Yes” difficult to
interpret consistently across defendants and administrators. We list the main issues below.

e Vague or undefined terms. Standard questionnaire-design guidance suggests that survey and
interview questions should use clear, specific, and concrete language because any word that



can be read in more than one way invites different respondents and staff to interpret it
differently. When that happens, part of what the response captures is not the defendant's
situation but the reader's interpretation of the wording, which adds noise and makes answers
harder to compare across cases. Three PSN terms are open to interpretation in this way.
"Preoccupied" (Question 1) has no specified threshold: one person may read it as "thinks
about it once in a while" and another as "thinks about it constantly." "Serious depression"”
(Question 5) is especially elastic, since "serious" could mean severe symptoms, a formal
diagnosis, or depression that interferes with daily life, and these will not pick out the same
people. "Reliable transportation" (Question 11) is similarly open, because "reliable" could
mean owning a vehicle, being able to afford it, having a ride that is on time, or having
something available most days.

An item that assumes its own premise (Question 3). Question 3 asks, "Do you want help
with your substance use?" The wording presupposes that the respondent uses substances or
has a substance-use problem in the first place. In survey methodology, this is a loaded, or
presuppositional, question: it assumes the respondent may not share it, leaving anyone who
does not use substances without a clean way to answer. Their likely "No" is then scored as a
0, identical to the "No" of a person who does use substances but declines help, even though
the two responses mean very different things. The standard fix is either a gating question that
asks about substance use first and routes only those who endorse it to Question 3. Unless a
prior screening step established substance use before this item is reached (i.e., the population
referred to the PSN screening tool are known to have substance use histories), which we
cannot confirm from the materials we reviewed, the question is likely being put to some
defendants for whom it does not apply, adding interpretive noise to an item that is already a
measure of willingness to engage rather than of need. Question 12a (“If not, do you want a
job?”) has a parallel structure: a defendant who is employed is scored 0 regardless of
underemployment or income adequacy; a defendant who is unemployed but does not want
work is scored the same as a defendant with a stable job, and the item ultimately measures
willingness to engage rather than employment need. That may be reasonable for what the tool
is attempting to do (i.e., only capture the population that is interested in receiving help versus
a population with need who indicates a lack of that interest), but it is worth being explicit
about what it measures or does not measure.

Diagnosis rather than symptoms (Question 4). Asking whether the defendant has "ever
been diagnosed" with a mental-health condition measures access to the health-care system as
much as it measures mental-health status. A diagnosis requires having seen a provider who
could make one, so the item misses people with genuine needs who have never been
evaluated, a group that overlaps with low income, rural residence, and race/ethnicity (Alegria
et al., 2008). The result is that need is understated precisely among the defendants who are
least likely to have been diagnosed in the first place. The item also has no time frame: "ever"
spans a person's entire life, while most other PSN items ask about the past year or imply
currently. A lifetime diagnosis can reflect a single, long-resolved episode, so a "Yes" does not
necessarily indicate a current need, and a "No" does not rule one out.

Binary response format. Yes/No scoring discards the severity and frequency information
that graded responses would capture, so a mild and a severe endorsement of the same item are
scored the same way.



The Point Weights and 14-Point Threshold

The scoring scheme assigns 2 points to each of Questions 1 through 9, 1 point each to Questions 10 and
12a, and 1 point for a “no” on Question 11, with an additional 2 points for current homelessness on
Question 10a. No rationale is provided for the difference in these weights, and upon review, they do not
track clinical severity, risk, or any apparent empirical criterion. Several pairings make the point:

e A recent suicide attempt (Question 7) is worth the same 2 points as being preoccupied with
alcohol (Question 1).

e Active hallucinations (Question 8) carry the same weight as wanting help with substance use
(Question 3).

e Current homelessness accumulates 3 points across Questions 10 and 10a, more than any
single psychiatric item.
Unless these values were derived from a regression on a relevant outcome, an expert-consensus weighting
procedure, or some other defensible method, they are effectively guesses, and the resulting total inherits
that inherent arbitrariness.

The 14-point threshold exposes the problem most clearly. Because no single item is worth more than 2 or
3 points, eligibility cannot be driven by acuity in any one domain; it can only be reached by breadth of
endorsement across domains:

e A defendant who endorses every one of the five mental-health items (i.e., serious depression,
thoughts of self-harm, a suicide attempt, hallucinations, and trauma-related symptoms; Questions
5 through 9) accumulates only 10 points and does not qualify.

e A defendant who is currently homeless, has no reliable transportation, and wants but lacks a job
reaches only 5 points and cannot qualify on social need alone, no matter how severe that need is.

e In practice, the cut score requires roughly seven of the nine 2-point items to be endorsed.

Because of this, the PSN tool privileges the number of problem areas over the seriousness of any of them.
That is a substantive policy choice directly embedded in the point values. The most defensible way to put
the weights on firmer ground is to let the data set them. Once PSN scores can be linked to outcomes, each
item can be weighted by how much it predicts the results the program is trying to move, chiefly failure to
appear and new criminal activity, with the other items held constant. This is how established pretrial tools
such as the ORAS-PAT (Latessa et al., 2010) and the federal PTRA are built: an item earns its weight
because it forecasts the outcome of interest, not because of which symptom it happens to tap.

Weights set this way can look quite different from the current scheme. An item that is clinically less
severe but practically important (e.g., reliable transportation) may predict failure to appear better than a
more serious but less directly relevant clinical state, such as past-year psychosis. Building these predictive
weights from the linked data and comparing them against the current 2-to-1 design would tell AOC
whether the present weighting is helping or hurting the program’s core goals and would replace weights
that now rest on no stated rationale with weights tied directly to the outcomes the program cares about.

Social Determinant Screening

The weighting interacts with one further feature of the scoring rule that deserves attention on its own: the
four scored social-determinant items contribute a combined maximum of only five points. Together, the
differential weighting and the five-point ceiling mean the social-determinant side of the scale is
structurally incapable of producing eligibility on its own and contributes, at most, the equivalent of two



and a half clinical-item endorsements toward the 14-point threshold. A defendant who is unstably housed,
lacks reliable transportation, and is unemployed but wants to work, with no behavioral-health symptoms
endorsed, would score 5 of 23, well below 14. The same defendant, layered with five clinical-item
endorsements at the moderate end of the symptom spectrum, would score 15 of 23 and become eligible.
In practice, the navigator population PSN selects is therefore defined primarily by clinical-symptom load,
with social-determinant items acting as marginal additions.

It is important to highlight the implications of this weighting tilt, because the intent behind a clinical-
heavy scale can be read two ways, and the two readings pull apart. If the navigator program is meant
primarily to connect defendants to behavioral-health services or treatment they need (or is designed
primarily to serve this specific pretrial target population), the current weighting is well-aligned with that
need-based purpose, and the pretrial predictive validity literature is largely beside the point. If, instead,
the weighting is meant to target the defendants whose risk of non-appearance or supervision failure is
highest, the justification is harder to evaluate than it first appears, because the directly relevant predictive
evidence is sparse on the clinical side and has not been benchmarked against the social-determinant items
at all.

On the clinical side, a 2025 scoping review of mental illness and pretrial outcomes identified only a
limited number of empirical studies, with variable results: some found that mental illness variables
predicted failure to appear, though more prominently for women than men, while substance use and
criminal history emerged as more consistent predictors within that body of work than mental illness itself,
and the evidence on rearrest was mixed (Nash, Dragich, Pope, Ford, & Appelbaum, 2025). This is
essentially the one synthesis available for evaluating how the clinical items map onto pretrial outcomes,
and within it, the mental-health symptom items that PSN weights most heavily do not emerge as the
strongest clinical predictors.

A separate research tract documents social-determinant predictors of pretrial non-appearance. No study
we are aware of compares the predictive power of these factors against clinical items within the same
model and population, so the two literatures cannot be ranked against each other on current evidence;
what they can do is establish that the social-determinant pathway is independently documented as a driver
of FTA:

e A meta-analysis of pretrial-failure studies identifies residential stability and employment status
among the significant predictors of failure to appear (Bechtel, Lowenkamp, & Holsinger, 2011).

e Federal pretrial data show employment at arrest and residency status as statistically significant
predictors of pretrial misconduct alongside criminal-history factors (VanNostrand & Keebler,
2009), and more recent multi-jurisdiction work continues to identify defendant socioeconomic
characteristics as FTA correlates (Spohn, 2023).

e Transportation is the most consistently cited qualitative barrier in pretrial-appearance work,
surfacing across Urban Institute case studies (McCoy et al., 2021), randomized trials of
transportation subsidies (Brough et al., 2022), and the behavioral-nudge literature characterizing
FTA as frequently logistics-driven rather than willful (Fishbane et al., 2020).

Taken together, the two literatures suggest that the predictive case for the current weighting tilt is not as
clearly supported as one might assume, but also that the alternative (i.e., a more social-determinant-
weighted scale) has not been empirically demonstrated to outperform it on the outcomes the navigator
program is presumably trying to affect. What the evidence does establish is that the social-determinant



pathway is a real and well-documented driver of non-appearance, and that the current PSN structure is not
designed to flag it on its own; whether that warrants reweighting depends on who, specifically, AOC
wants the navigator program to serve and what AOC wants the navigator program to do.

Several adjustments are available to AOC if the current balance proves too clinical-heavy:

e Raise the maximum point value on selected social-determinant items, so that strong endorsement
of housing instability plus transportation plus employment instability can approach eligibility on
its own (e.g., scoring current homelessness at 3 points rather than 2, or unemployment plus
wanting a job at 2 points rather than 1).

e Lower the eligibility threshold while keeping the existing weighting, which would have the side
effect of also expanding clinical-route eligibility.

e Introduce a parallel-track rule (e.g., eligibility at 14 points overall or at 4 of the 5 maximum
social-determinant points), preserving the clinical-severity function of the current scoring rule
while creating a defined social-determinant entry path.

Each of these adjustments is straightforward to simulate in alternative-cutpoint analyses; selecting among
them is a policy decision tied to what AOC wants the navigator program to do.

Borrowed Items Do Not Inherit Their Source Instruments’ Validation

Several items appear to be drawn or paraphrased from established screeners. The substance-use items
resemble the CAGE-AID and TCU drug-screen tradition (Brown & Rounds, 1995), and the psychiatric
items echo instruments such as the Brief Jail Mental Health Screen (Steadman et al., 2005) and the K6
family of measures. Reusing well-known items is reasonable as a starting point for scale development, but
it creates an inferential error if it is taken to mean the new tool is, because of this, validated. Psychometric
properties belong to a specific instrument as administered, including its exact wording, response format,
scoring, ordering, and the population in which it was studied. They do not inherently transfer to a new
instrument simply because some items look familiar.

The PSN tool changes nearly all of these features. It converts graded or differently worded items to a
uniform yes/no format, combines items from several different source instruments into one scale, applies
its own point weights, and applies a single 14-point cut across the whole composite. None of those
decisions is covered by the original validation studies. As a result, the tool cannot claim the sensitivity,
specificity, or reliability of CAGE-AID, the TCU screens, the Brief Jail Mental Health Screen, the K6, or
any other source. It is, for evidentiary purposes, a new instrument, and it requires its own validation:
established reliability (including inter-rater reliability, since the tool is administered and scored by staff),
and criterion-related evidence relating the score and the 14-point cut to an external standard such as a full
clinical assessment or a program-relevant outcome, reported with sensitivity, specificity, and predictive
values at the chosen threshold and at the relevant base rate. Systematic reviews of screening in
correctional settings reach the same conclusion: instruments adapted or recombined for a new population
require local validation before their scores are used to route people to services (Martin et al., 2013; Peters
et al., 2000).

Discussion

This brief is a pre-data review. It evaluates the PSN instrument on paper: how it is scored, how the 14-
point cutoff behaves arithmetically, how its items compare to established screeners, and how eligibility



might be distributed across a range of populations. Because no New Mexico screening records were
available as of June 2026, none of the numbers reported here describe how PSN actually performs in the
field. The purpose of the review is to identify, before the tool is locked in, the design choices most worth
examining once real data arrive.

We highlight four key findings here. First, the PSN tool is, by construction, a clinical-severity screener
more than a balanced needs index. Because the four scored social-determinant items contribute at most
five points, every eligible defendant must endorse at least five clinical symptoms, and social need alone
can never reach the threshold. Second, the point weights and the 14-point cutoff do not appear to rest on
any stated empirical rationale. Eligibility is driven by the breadth of problems a defendant reports rather
than the severity of any one of them, so a person with a single acute symptom, such as a recent suicide
attempt, can score well below the cutoff. Third, several items depart from standard survey-writing
practice, including double-barreled questions, undefined terms, and inconsistent recall windows, in ways
that make a “Yes” harder to interpret consistently across defendants and tool administrators. Fourth, the
simulation suggests that where 14 falls on the score distribution, and consequently how many people
qualify, depends heavily on who is being screened: simulated eligibility ranges from a fraction of a
percent in a low-need docket to roughly one in seven in a high-acuity one.

For court administrators, the most actionable implication is that the cutoff is as much a capacity decision
as a clinical one. Lowering the threshold quickly widens the eligible pool, so the appropriate cutoff is the
one whose referral volume matches the navigator staffing a site can sustain at a sensitivity the program
deems acceptable. This is consistent with how the pretrial field generally treats screening and triage:
instruments are tools for matching finite services to the people most likely to benefit, not determinations
of fact (National Association of Pretrial Services Agencies, 2024; Cadigan & Lowenkamp, 2008;
Marlowe et al., 2011). Getting that match right matters because both unnecessary supervision conditions
and missed court dates carry real costs for defendants and for the system (Lowenkamp et al., 2013). A
second implication concerns what PSN is for. As written, it will identify defendants whose needs are
primarily clinical and will under-identify those whose risk of non-appearance is driven mainly by
transportation, housing, or employment barriers, even though those barriers are well-documented
contributors to missed court dates (Bechtel et al., 2011; Fishbane et al., 2020; Brough et al., 2022).
Whether that emphasis is reasonable is a policy question about the navigator program’s mission, and
AOC can answer it deliberately rather than inherit it from the scoring math.

Once pilot data arrive, a few analyses become both possible and important. The first is descriptive: locate
14 on the real score distribution and rebuild the eligibility figures with actual numbers and confidence
intervals. The second is predictive: test how well the PSN score, and each item in it, predicts the
outcomes the program is trying to affect, chiefly failure to appear and new criminal activity, and use those
results to put the item weights on a firmer footing. The third uses the cutoff itself: comparing defendants
who score just above and just below 14 approximates a natural experiment and, with enough cases, can
estimate what navigator referral actually changes for people near the threshold (Imbens & Lemieux, 2008;
Lee & Lemieux, 2010; Cattaneo et al., 2020). Results should also be checked across sites and major
subgroups once there are enough cases to do so reliably. None of these analyses requires changing the
tool now; they require collecting the right data and reserving judgment until it is in hand.



Preliminary Recommendations

1. Report where 14 falls on the score distribution, as understanding the distribution of observed scores
in the field will anchor all subsequent decisions about the cutoff and let AOC test its capacity
assumptions right away.

2. Treat the cutoff as a capacity decision as much as a measurement one. Run the numbers for cutoffs
of 12, 13, 14, 15, and 16 next to clear assumptions about how many people each navigator can
carry. The right cutoff is the one at which a site's referral volume is actually manageable while still
reaching the defendants the program is meant to serve.

3. Put the item weights on a predictive footing once data are available. Weight each item by how
much it predicts failure to appear and new criminal activity in the linked data, the way established
pretrial tools are built, and compare that scoring against the current 2-to-1 design.

4. If AOC wants a social-need route into the program, build and test one. Options include giving the
housing, transportation, and employment items more weight, lowering the overall threshold, or
adding a second path to eligibility based solely on social need. Each is easy to try in the alternative-
cutoff analyses.

5. Standardize how the tool is given and scored. Because pretrial staff administer it, a short script for
how each item is asked, plus an occasional check that two staff members score the same person in
the same way, will reduce avoidable inconsistency.

6. Test for differential item functioning (DIF) and measurement invariance once enough cases accrue.
A staff-administered instrument given to defendants of varying race, ethnicity, primary language,
and clinical state can produce systematic differences in how items perform across groups,
especially on items like “ever diagnosed” (Question 4), where diagnostic access varies by group
(Alegria et al., 2008), and elastic terms like “serious depression” (Question 5). Standard DIF
analyses by race/ethnicity and by primary language will tell AOC whether the score means the
same thing across the populations it is being applied to.

7. Once data are in, check how well the score predicts the outcomes the program cares about, and
report that performance at the chosen cutoff and the local base rate. This is what lets AOC defend
the tool and its threshold to stakeholders and courts.

8. Rebuild the eligibility figures with real pilot data as an early deliverable and plan a comparison of
defendants who score just above and just below 14 to estimate what navigator referral actually
changes for people near the cutoff (Imbens & Lemieux, 2008; Lee & Lemieux, 2010; Cattaneo et
al., 2020).

Conclusion

The clearest takeaway from this preliminary work is that, under reasonable assumptions, relatively few
defendants are likely to qualify for a navigator at the current 14-point cutoff. Across the three simulated
populations, estimated eligibility was under one percent (about 0.6 percent) in a low-need pretrial docket,
roughly 4 percent in a typical mixed-acuity docket, and about 14 percent in a high-acuity urban docket.
Stated differently, even in the highest-need population we modeled, fewer than one in seven defendants
would screen in, and in a more typical population, the figure is closer to one in twenty-five. These are
illustrative numbers built from out-of-state rates rather than New Mexico estimates, but the basic pattern
holds across a wide range of assumptions, because reaching 14 requires endorsing at least five clinical
symptoms and combinations that large are simply uncommon. For capacity planning, the implication is
that the current threshold is relatively conservative: a site that wants to reach more defendants would need



to lower it; for example, moving the cutoff from 14 to 12 roughly doubles the eligible share in a typical
population.

For court administrators, this means the first question the pilot data should answer is concrete: where does
14 actually fall, and how many people does it select at each site? Until those numbers are in hand, the
figures here should be treated as a planning bracket rather than a forecast. The strongest conclusions in
this review do not depend on the simulation at all; they follow from how the tool is built. The score
rewards the number of problems a defendant reports more than the seriousness of any one of them; the
social-need items cannot by themselves make anyone eligible, and several items are written in ways that
make a “Yes” hard to score consistently. None of these is fatal, and none requires pausing the pilot. They
are reasons to keep the current results provisional, to set the cutoff deliberately against navigator capacity,
and to put the item weights on a predictive footing once there are enough cases to see what actually
predicts failure to appear and new criminal activity.

Appendix. How the Simulation Works

In what follows, we discuss in more detail how we developed the simulation models.

A. Three Population Scenarios

The simulation builds three hypothetical populations that try to bracket what AOC sites might see when
PSN data start arriving. The low-prevalence scenario represents a broad pretrial-release docket in which
most defendants do not have serious behavioral-health needs. The mid-prevalence scenario represents a
more typical mix of urban-area pretrial-supervision intake, with moderate rates of substance-use and
mental-health symptoms. The high-prevalence scenario represents a high-acuity urban intake population,
where co-occurring substance-use and mental-health disorders are common.

For each scenario, we specify how often each of the 13 scored items would be answered "Yes." Those
rates come from published jail and booking studies, adjusted downward because PSN is administered
after the release decision, and the most severely impaired defendants are typically not present at pretrial-
services intake. Sources for these starting rates include the Bureau of Justice Statistics Indicators of
Mental Health Problems in Prisons and Jails (2017), Steadman et al. (2009), Abram and Teplin (1991),
Greenberg and Rosenheck (2008), and U.S. Department of Housing and Urban Development point-in-
time homelessness counts (2023). None of the rates in Table A1 are New Mexico estimates; they are
inputs we can update once pilot data are available.

Table Al. Item Endorsement Probabilities by Scenario (Illustrative)

Item Low Mid High
Q1 Preoccupied SU 0.22 0.45 0.60
Q2 Problem use, kept using 0.15 0.35 0.55
Q3 Wants help with SU 0.18 0.30 0.45
Q4 Ever diagnosed MH 0.18 0.32 0.50
Q5 Depression past year 0.18 0.28 0.45
Q6 Self-harm thoughts 0.08 0.15 0.25
Q7 Attempted suicide 0.02 0.04 0.08




Q8 Psychosis 0.03 0.06 0.12
Q9 Trauma + PTSD sx 0.14 0.25 0.40
Q10 Homeless past 12 mo 0.10 0.18 0.30
Q10a Currently homeless 0.06 0.12 0.22
Q11 No reliable transport 0.20 0.30 0.40
.Q11)2a Unemployed + wants 0.25 0.35 0.45
jo

B. How Items Move Together

Each scenario is run twice: once assuming items are completely unrelated to one another, and once
assuming items within the same domain move together. The "unrelated" version is a stress test we include
only as a lower bound; in real behavioral-health data, items within a domain are almost always correlated.
The "items-move-together" version is the one to take seriously when reading the figures.

In the items-move-together version, each item is driven by three things: an overall “behavioral-health
severity” tendency that affects every clinical item; a domain-specific tendency for that item’s group
(substance use, mental-health-affective symptoms, suicidality, psychosis, PTSD, housing instability, other
social-determinant instability); and item-specific noise. The behavioral-health severity tendency is a latent
dimension intended to capture the shared variance across clinical items that is not explained by any single
domain. Two suicidality items (Q6 and Q7) share an additional sub-factor that reflects the strong
association between depressive symptoms and suicidal ideation observed in the literature; in this
calibration, the sub-factor loading is set at 0.40, closer to PHQ-9 item-9 (suicidal ideation) inter-item
correlations reported in adult validation samples (~0.40 to 0.50) than the more conservative 0.30 we used
in earlier drafts. Two homelessness items (Q10 and Q10a) share an additional housing-specific sub-factor
because they measure the same construct over two different time windows. The psychosis item (Q8)
carries a moderate general-factor loading (0.55): the dual-diagnosis literature (e.g., Drake and Mueser;
Greenberg & Rosenheck, 2008) shows that psychotic symptoms co-occur with substance use, mood
symptoms, and housing instability in jail samples, and treating psychosis as completely isolated overstates
its independence from the rest of the behavioral-health domain. The simulation translates each item’s
underlying tendency into a Yes/No answer by setting the cut point, so the share of Yes responses matches
the scenario’s stated endorsement rate.

The strengths of these influences are summarized in Table A2 as loadings on the general factor (how
strongly each item tracks overall behavioral-health severity), on the domain-specific cluster factor (how
strongly each item tracks its domain), and on any sub-factor (for the suicidality pair and the housing pair).
Loadings range from 0 (no influence) to roughly 0.7 (strong influence). Social-determinant items use a
"social-determinant instability" general factor that correlates with the behavioral-health severity factor at
0.30.

Table A2. Loadings Used in the Items-Move-Together Version

Item Cluster Ag(general) Ac(cluster) As(sub-factor)
Ql SU 0.40 0.65 -




Q2 SU 0.45 0.65 -
Q3 SU 0.35 0.55 -
Q4 MH 0.50 0.55 -
Q5 MH 0.55 0.60 -
Q6 Suicide 0.50 0.55 0.40
Q7 Suicide 0.40 0.55 0.40
Q8 Psychosis 0.55 0.00 -
Q9 PTSD 0.45 0.50 -
Q10 Housing 0.30 0.55 0.35
Ql10a Housing 0.30 0.55 0.35
Q11 SDoH 0.25 0.50 -
Ql12a SDoH 0.25 0.50 -

The loadings are calibrated against published Cronbach's alphas for the parallel instruments PSN draws
from: AUDIT-C alpha around 0.70 in adult samples (Hides et al., 2007); PHQ-9 alpha 0.86 to 0.89
(Kroenke et al., 2001; Akram et al., 2025 meta-analysis); PC-PTSD-5 alpha 0.80 in trauma-exposed
primary care (Schry et al., 2023). The cross-domain correlation between the behavioral-health and social-
determinant factors is set at 0.30, anchored to published associations between jail incarceration and recent
homelessness (Greenberg & Rosenheck, 2008) and to the high SUD co-occurrence rate among homeless
jail inmates with serious mental illness (McNiel et al., 2005). As an illustrative anchor for how variance
splits between a general factor and domain-specific factors on multi-domain brief screens, we used an
approximately even division (on the order of half the common variance loading on a general behavioral-
health factor and half on domain-specific factors), consistent with the general pattern reported in bifactor
work on short behavioral-health screeners (e.g., Stucky et al., 2013). This split is a modeling convenience,
not a measured property of PSN; the actual pattern will come from the pilot data.

C. What this Produces: Simulated Correlations and Their Published Anchors

Table A3 shows the empirical Pearson inter-item correlation matrix produced by the items-move-together
version under the mid-prevalence scenario. The numbers are simulated, not New Mexico data, but the
cluster structure (within-cluster correlations in the 0.27 to 0.40 range, near-zero cross-domain
correlations, near-isolation of the psychosis item) reflects the loadings in Table A2. The matrix is shown
s0o AOC can see how those loadings translate into the kind of item-by-item pattern that real factor-analysis
output looks like.

Table A3. Simulated PSN inter-item correlation matrix, mid-prevalence scenario

Q1 Q2 Q3 Q4 Q5 Q6 Q7 Qs Q9 Q10 | Q10a | Q11 Ql2a
Ql +1.00 | 4040 | 4032 | +0.12 | 40.13 | +0.10 | +0.05 | +0.09 | +0.10 | +0.02 | +0.02 | +0.06 | +0.04

Q2 +0.40 +1.00 +0.33 +0.14 +0.14 +0.12 +0.06 +0.10 +0.12 +0.03 +0.02 +0.06 +0.05




Q3 +0.32 +0.33 +1.00 +0.10 +0.11 +0.09 +0.05 +0.08 +0.08 +0.02 +0.01 +0.05 +0.04

Q4 +0.12 +0.14 +0.10 +1.00 +0.39 +0.13 +0.07 +0.12 +0.14 +0.03 +0.02 +0.07 +0.06
Q5 +0.13 +0.14 +0.11 +0.39 +1.00 +0.15 +0.08 +0.13 +0.14 +0.02 +0.02 +0.07 +0.06
Q6 +0.10 +0.12 +0.09 +0.13 +0.15 +1.00 +0.31 +0.10 +0.11 +0.02 +0.02 +0.06 +0.05
Q7 +0.05 +0.06 +0.05 +0.07 +0.08 +0.31 +1.00 +0.06 +0.07 +0.01 +0.00 +0.04 +0.02
Q8 +0.09 +0.10 +0.08 +0.12 +0.13 +0.10 +0.06 +1.00 +0.10 +0.01 +0.01 +0.05 +0.05
Q9 +0.10 +0.12 +0.08 +0.14 +0.14 +0.11 +0.07 +0.10 +1.00 +0.02 +0.01 +0.05 +0.05

Q10 +0.02 +0.03 +0.02 +0.03 +0.02 +0.02 +0.01 +0.01 +0.02 +1.00 +0.28 +0.11 +0.11

Q10a +0.02 | +0.02 | +0.01 +0.02 | +0.02 | +0.02 | +0.00 | +0.01 +0.01 +0.28 | +1.00 | +0.11 +0.10

Q11 +0.06 +0.06 +0.05 +0.07 +0.07 +0.06 +0.04 +0.05 +0.05 +0.11 +0.11 +1.00 +0.29

Ql2a +0.04 +0.05 +0.04 +0.06 +0.06 +0.05 +0.02 +0.05 +0.05 +0.11 +0.10 +0.29 +1.00

Note: Empirical Pearson correlations from 50,000 simulated defendants under the mid-prevalence scenario. Substance-use cluster
(Q1, Q2, Q3) average r = 0.35; MH-affective cluster (Q4, Q5) r = 0.39; suicidality pair (Q6, Q7) r = 0.31; housing pair (Q10,
Q10a) r = 0.28; psychosis (Q8) correlates modestly with the other clinical items (cross-cluster average r = 0.10), reflecting dual-
diagnosis evidence.

Published anchors for comparison. The simulated AUDIT-C parallel cluster (Q1, Q2, Q3) produces inter-
item correlations in the 0.32 to 0.40 range, which sits in the neighborhood of published AUDIT-C inter-
item correlations: 0.24 to 0.65 in a Swedish general-population sample (Bergman & Kéllmén, 2002) and
0.59 to 0.62 in an Ethiopian outpatient sample (Reta et al., 2022). The simulated MH-affective pair (Q4,
Q5) yields r = 0.40, consistent with published PHQ-9 inter-item correlations of 0.23 to 0.75 (Sun et al.,
2020) and with two-factor PHQ-9 work reporting an inter-factor correlation of around 0.74 (Skapinakis et
al., 2022). The PC-PTSD-5 item (Q9) correlates at around 0.13 with the MH-affective cluster, consistent
with the PC-PTSD-5 factor loadings of 0.51 to 0.67 reported by Kanyongo et al. (2024). The GAIN-SS,
which is the closest published multi-domain brief screen, reports subscale-to-full-scale correlations of
0.88 to 0.96 within domain and 0.27 to 0.64 across domains in adult samples (Dennis, Chan, & Funk,
2006; Dennis, Feeney, & Titus, 2013), consistent with the within-domain / cross-domain gap in the
simulated PSN matrix.

D. Outputs and Reproducibility

Each scenario is run with N = 50,000 simulated defendants per correlation structure, using fixed seeds for
reproducibility (seed 42 for the independent model and scenario-hashed seeds for the hierarchical model).
The simulation produces, for each scenario and structure, an integer total score per simulated defendant
and an eligibility-at-cutoff curve across cutoffs 0 through 23. Empirical within-cluster Pearson
correlations under the hierarchical structure land in the range 0.28 to 0.40 for the SU, MH-affective,
suicidality, and housing clusters; around 0.10 for the psychosis item paired with other clinical items
(reflecting the dual-diagnosis literature rather than treating QS8 as orthogonal); and around 0.04 for cross-
domain item pairs. These ranges are consistent with the within-cluster correlations that the published
item-level reliabilities imply.

Two limitations are worth naming. First, the input prevalences are illustrative. Second, the loadings are
not pretrial-specific; they are calibrated to the closest published behavioral-health screening reliabilities,
not to any direct analysis of PSN data.
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